Room treatment. Adam P. Salisbury.

Room acoustics theory.

Introduction.

If hifi is considered a chain, then the components (hardware, cables, media, etc), can be considered the links of that chain. Differing views exist on the consequential benefits of changing/upgrading each of those links, some valid, some not so valid. The one link of unquestionable validity is missing from that list, indeed it is missing from the lists of too many enthusiasts, and that is the listening room.

Do not fear the apparent pretentiousness of using the term ‘listening room’. This highlights, and indicates, the users acceptance that they see the room as a link in the hifi chain, perhaps; with some justice, as the predominant link in the chain. For those who doubt this predominance consider the bathroom, yes, the bathroom. Most are of regular dimension, and most have six hard surfaces. The effect is one of extreme resonance, and few would argue against it as the source of deleterious audio effect. Yet, too many simulate bathroom acoustics with multiple, untreated, hard surfaces, and ill placed hard surface accoutrements, such as tables and glass-fronted furniture. 

For those who deny the deleterious effect that this has on hifi reproduction – perhaps your cables aren’t good enough. For everyone else… 

Almost layman’s terms.

In considering the audio bandwidth (20Hz – 20kHz), there are four frequency ranges that are used to define a room acoustically. The modal range is a direct function of the listening room’s dimensions – and calculated as follows:

1130 / 2L

Where 1130 is the speed of sound in feet/second, and L is the longest axial dimension in the room. Axial either being the wall to wall dimension (length or width), or the floor to ceiling dimension (height). Imagine, then, a room with the L x W x H dimensions of 20’ x 15’ x 10’. The longest axial dimension in this example being the 20’ length, thus: 

1130 / 2(20) = 28Hz

This is the lower end of the modal range. The upper end of the range is approximated as follows:

11250 x (SQRT (RT60 / V))

Where RT60 is the reverberation time of the room (time taken for a sound to fall by 60dB), and V the room volume (L x W x H). For a normally furnished room, RT60 will be in the region of 0.5. With the addition of absorptive treatment that may be 0.3 or lower. Returning to the above example, with an estimated RT60 of 0.4, and V = 3000cuft. 

11250 x (SQRT (0.4 / 3000)) = 130Hz

This, then, gives the modal frequency range as 28Hz – 130Hz. This range covers those frequencies which when allied to the room’s dimensions, determine, indeed map, the rooms low frequency response in modal terms. Taking the 28Hz example, the distance between the two walls (of the width dimension) is such that waves travelling to, and reflect from, one wall back to the other, exactly coincide. This is known as a standing wave (see illustration). The fundamental standing wave has areas of maximum pressure (antinodes) at either end of the dimension, and minimum pressure (nodes) at the centre of the dimension. 
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Consider first that this fundamental has harmonics (56Hz, 84Hz, etc) which work in the same way (notwithstanding node/antinode placement). And then go on to consider that each axial dimension (length, width, and height, shown left) has it’s own fundamental frequency, and harmonics therefrom. It should become apparent that modal response in any room is complex. It is. And that’s without even beginning to consider the tangential and oblique dimensions. 

Suffice to say, and to summarise, that the modal response of a listening room is a function of its dimensions. If visually mapped the modal response would appear as a series of pressure peaks and troughs covering the whole room, in three dimensions. Modal response cannot be changed, other than by room dimension change. It can, however, be controlled or negated by careful loudspeaker/listening position placement, and when additionally necessary, by room treatment.  

Beyond low bass.

Of equal import to the modal range is that referred to as the specular range. Specular in that frequencies in this range act as light does from a reflective surface – the angle of incidence being equal to the angle of reflection. The upper end of the specular range is limited, in an audio sense, to that of the upper limit of hearing, 20kHz. The lower end is 4f with regard to the upper end of the modal frequency range, which in the above example was 130Hz:

4 x 130 = 520Hz

Although simple to calculate (notwithstanding the part-prepared element as a result of modal calculation), the specular range is especially concerned with room treatment. Room treatment that can be absorptive or diffuse – yet which plays an absolutely vital role in the response of the listening room with regard to soundstaging and imaging, and; in particular, the accurate reproduction of vocals. 

For the sake of completeness, the modal and specular ranges leave two ranges as yet undefined. The first is that range below the primary axial fundamental. In the example this equated to 28Hz. Below 28Hz the room dimensions are too small to support modal response in terms of the generation of standing waves. This does not mean that such frequencies cannot exist, rather that they do so in terms of pressure, rather than standing waves – incurring a phenomenon known as ‘room gain’. The other range, whilst predictable in mathematical terms, is less easy to predict in response terms. The area between the upper end of the modal range, and the lower end of the specular range, which in the above example would be 130Hz – 520Hz, has the potential for both modal and specular response, and therefore, treatment.   

Measuring room response.

At the bass end it is relatively easy to measure room response, either with full-blown RTA, or with an SPL meter and a test disc. Simpler still a bass sweep should allow the listener to pretty accurately estimate the frequency, or frequencies that are problematic. Musical anomalies associated with poor modal response tend to be responsible for an overly ‘boomy’ bass, which has the effect of muddying adjacent bass notes. This may, where modes are stacked together, and/or widely spaced, be problematic at defined frequency points, with the response being improved at other frequencies.  

It is important that the user listen to music that they are familiar with to make final assertions as to the character of response, and the decision as to the type and level of any treatment. There are, however, certain genres of music, and musical instruments that help highlight problem areas. One such is jazz, and the instrument oft used in that genre, the double bass. The double bass has a frequency response that covers most, if not all, of the frequency range considered as modal. It’s reproduction, then, is a useful guide as to overall modal response. Other musical genres, such as dance, have low bass content, but the advantage of the double bass is the speed and rate of note change. Poor modal response is really quite evident, and is especially responsible for an audible lack of bass clarity.

Anomalies in the bass region very definitely present as a lack of bass clarity. Higher frequency anomalies tend to be more overtly responsible for a lack of soundstage width, and; more particularly, depth. There is also a lack of vocal clarity, and, in more extreme cases, an excessively ‘bright’ response to instruments with a high frequency output. The latter leads to listener discomfort in very short order.

There are two primary functions of higher frequency response – one is given, the other can be ‘tested’ for (notwithstanding musical symptoms). The given factor is that frequencies in this range are specular, in that they reflect in the same way as light does, from any hard flat surface. If reflections arrive at the listener within a certain time frame, and with a certain intensity, then they will affect the ear’s response to the information arriving directly from the loudspeaker. Put in simple terms this is particularly responsible for a loss of low level detail. Low level detail is that which is (in part) responsible for ambience, almost being that information which existed (or was made to exist as a function of the recording process) between instruments and performers. In other words it defines the space between instruments and performers. That being the case it is not difficult to assume that a lack of the same will have a negative effect on soundstage depth, instrument placement, and vocals. Vocals inasmuch as the way that they ‘lift away’ from the soundstage, giving real presence to the vocalist. There is also a debate, which says that height information may exist in the same low level information. Naturally, as with all musical suppositions, it requires that such information be present in the recording. A poor recording is just that.

Reflected higher frequency information that continues to reverberate in the listening room is injurious to all playback elements. Fortunately, most rooms are only moderately over reverberant, leading to a loss of higher frequency clarity, and the tendency for instruments with higher frequency output to sound harsh and tiring on the ear. 

A simple but effective way of testing a room’s reverberation is the ‘clap test’. Simply put – from the centre of the listening room you clap your hands (firmly), and listen to the response. The ideal situation is that the sound decays naturally (albeit in a very short space of time) to nothing. A reverberant room will ring, and have a long, perhaps much longer decay (known as flutter echo). On the flip side, a room that is acoustically dead will have little or no decay. Whilst not as injurious as excessive reverberation, an overly damped response is not recommended for a listening room. 

Room treatment. 

General.

Common sense accounts for more than many may think with regard to room treatment. Naturally, however, unless a dedicated space is available as a listening room, then domestic compromises need to be taken into account. That is not to say such compromises need introduce additional problems. Reflective surfaces are a guaranteed source of problems, it is best, then, that fixtures such as mirrors, or glass fronted pictures be kept to a minimum. Coffee tables are anathema too, especially as their usual position is between the speakers and the listening position. It is not difficult to work out what happens to frequencies whose wavelength allows them to ‘see’ such a table – they will reflect at the angle of incidence, sending reflected information straight to the listeners ears. 

If there is a choice in which room to devote to listening, while it may not be readily apparent, the safer bet is that which has the more regular shape. Remember that modal response is a function of room dimensions, and a regularly shaped room is easier to predict the response of, and hence to treat. Rooms with large areas of glass are best avoided if possible, and where not, to site speakers away from. If one speaker has to stand adjacent to a window, then keep it as far away as possible, and consider a free-standing absorbent panel. On first inspection bay windows may appear ideal – the equipment stand can be situated in the bay, and the loudspeakers either side of it. This is not a good set-up – the bay acts in exactly the same way as the concave satellite dish that adorns many houses. Reflected sound is concentrated in the bay and propelled forward into the listening space, in much the same way as the satellite signal is propelled towards the LNB. In extreme circumstances this can result in the complete loss of soundstage information.

Smaller, but no less valid, issues come from mechanical vibration in fixtures and decorative fittings. A bass sweep of, say, the last four octaves, played at a reasonable level will excite many such fixtures and fittings into unwanted resonance. A display case may provide excellent visibility to ones collection of bone china, but not only is the glass case reflective, the (usually) glass shelves will vibrate, as too will their contents. Likewise for free-standing decorations/ornaments. In many respects they need not be removed, merely placed with care, and perhaps something like Blue Tac to hold them firm. 

A lightweight door will vibrate in it’s frame, and it will allow the transmission of bass and low mid-range sound. In some cases this may be sufficient to set off vibrations in fixtures and decorative fittings elsewhere in the house, as well as being the potential source of annoyance to other family members and/or neighbours. It really is worthwhile changing a cheap lightweight door for a more solid equivalent, or; if possible, soundproofing the original. If it has a removable outer skin, then the inside can be filled with something like fibreglass or rockwool insulation – and any internal panels treated with a bitumastic/viscoelastic sheet-based product. The inside edges of the door frame should be treated with draught sealant tape. Not only will this negate the problems mentioned above, but also, as a function of reduced leakage, allow the listening room to respond (in a modal sense) in a more predictable way. 

Bass.

The modal response of any room is a function of its dimensions, which cannot be changed. This does not mean that modal response is always overly detrimental. Certain combinations of room dimensions, or large rooms, tend to have a response where individual modes are not too separate (in frequency terms) from each other, and/or have a uniform spread throughout the modal range. Smaller rooms, on the other hand, often have modes that overlap, increasing the response peak at that frequency. Else they may have a modal spread where large gaps (in frequency terms) exist, exacerbating the non-uniformity of response in the modal range.   

Excitation of resonant modes is a function of sound source position. Their effect on overall response, therefore, is a combination of speaker placement and listening position placement. The importance of speaker/listening position set-up cannot be underestimated. It is important in this respect to follow a methodical, and; more importantly, repeatable approach, the very best of which is outlined by Audio Physic:

http://www.immediasound.com/Speakersetup.html
Naturally, and unfortunately, there are situations that even very careful system set-up will not cure. As nulls (nodes) are comparatively narrow in range, problems almost universally centre around an overly peaked bass response. This means that room treatment is a viable option.

It is not the intention, or within the scope of this article to discuss all types of low frequency room treatment. Nor will the article refer in any way to electronic parametric equalisation. The intent is to introduce the topic, and also make a few DIY suggestions that are cost effective, and relatively simple to construct. 

The difficulty in treating modal inconsistencies comes from the very large wavelengths of the target frequencies. Many readily-available products can be used as absorbers of sound, such as regular fibreglass insulation or rockwool (both available from builders merchants and DIY stores). Their depth relative to the lower end of the frequency range to be absorbed is ¼ wavelength. For a 100Hz wavelength this is:

1130 / 100 = (11.3 / 4) = 2.825ft

Thus, placed against a reflecting surface, absorbent to the depth of almost 3ft is required to absorb 100Hz. It is readily apparent why the absorption at lower frequencies, by such simple means is impractical. Using less absorbent, but spacing away from the reflecting wall, such that the ¼ wavelength impacts the absorbent, will have a similar effect as using full thickness absorbent, albeit the range of absorption (in frequency terms) will be much narrower.

Tube trap. 

A more valid means of bass absorption using basic absorbent, is the tube trap. A tube trap is a cylindrical device, the height and diameter of which broadly outline the lowest frequency and relative level of absorption. Their basis is an internal, wood supported, metal mesh cylinder. 
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Preparation. First cut out two wooden (MDF) end pieces – the diameter of which should be that of the required overall diameter (10” – 20”). [The overall diameter being relative to the depth of frequency absorption required. A well-constructed 20” diameter tube (at 3ft in length) will have absorbent action to 50Hz and below, but is a sizeable structure, and a considerable constructional undertaking]. Select a suitable absorbent and mesh.

1. Now cut out three wooden spacers, the diameter of which is relative (a) to the diameter of the finished unit and (b) the thickness and density of the absorbent used. If loose fibreglass is used, then the diameter of the wooden spacers should be the diameter of the finished unit minus ½ the thickness of the fibreglass. (e.g. a selected finished trap of 16” diameter, using 6” fibreglass, should use wooden spacers of 13” diameter). This allows the fibreglass to be modestly compressed. If a higher density absorbent is used, such as rockwool, then the compression should only be very slight. (e.g. a selected finished trap of 16” diameter, using 2” rockwool, should use wooden spacers of 14¼” diameter). This will suffice for traps of 3’-4’ in height. Taller traps should have one or more additional spacers. Each spacer should be peppered with holes (or the centre cut out) to allow air flow between the sections.

2. The selected mesh should be sufficient in strength to hold the trap upright, but not so rigid that it will be difficult to ‘work’. The mesh should now be formed into a cylinder around the three spacers, and tacked into place. [The finished length has a direct impact on the level of absorption, 3’ – 4’ is a common dimension simply as it mirrors standard mesh widths]. The end caps can now be fitted.  

3. The selected absorbent should now be fitted around the trap, between the end caps. Care should be taken that any joints are well butted together, in order that there are no air leaks between the inner cylinder air space and the outside world. 

4. A further layer of mesh is now formed around the absorbent-clad cylinder, and tacked to the end caps, compressing the absorbent, and holding it in place. 

5. The trap should be finished with a layer of open-weave, acoustically transparent cloth. Cloth, wood, or plastic can be used to dress the end caps. 

Such traps work on the principle that the air in the internal cylinder is at a relatively constant pressure (hence the importance that there be no air leaks), as opposed to that outside the trap as a result of the room’s modal response. In trying to equalise the pressure in the trap, that in the room is drawn into the trap, through the porous, yet resistive, absorbent. In doing so the incoming pressure wave is dissipated as heat (naturally, at very low level) in the absorbent. For best results, then, the tube trap should be placed at the point of maximum modal excitation, namely the room corners. More specifically, and for spot treatment, in the room corners directly behind the loudspeakers – else at specific, and audible, points of exaggerated modal response. 

If the construction looks like too much work, then an oft quoted alternative is to simply purchase several rolls of fibreglass absorbent. They come, usually in 15” widths, and varying lengths (which determines the packed diameter). One or two rolls (left in their plastic wrapper), placed in the room corners, will act in much the same way as the resistive trap mentioned above. They cannot, however, be considered in any way decorative – but the end user can alone decide whether this is a problem or not.    

Panel absorber.

The limiting factor of any room treatment is the way in which it integrates with the room. Few listening rooms are function specific, and have to marry serious listening with other domestic necessities. This means that room treatment should, ideally, be discrete. The tube trap mentioned above, whilst effective, could hardly be described as discrete. A more suitable approach, then, is the resonant panel absorber. 

A resonant panel absorber works on the principle of a panel above an enclosed cavity, which combine to give a mathematically-derivable frequency of resonance. Absorption (or loss) is a direct function of the panel’s flexure being turned into heat. This is essentially the reverse of in-car panel flexure, which is treated to negate low bass loss.
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The formula for calculating the resonant frequency is:

Where f is the resonant frequency, M is the surface density in kg/m2, and d is the depth of the cavity (air space) in metres. An example would be ¼” (6mm) plywood, which has a surface density of 3.6kg/m2, spaced 4” (100mm) away from the wall.

Any losses from a panel of these dimensions will be pretty tightly centred around the resonant frequency. A means of widening the operating bandwidth is via the addition of fibreglass or rockwool absorbent into the cavity. It must be done, however, so that the absorbent does not touch the resonant panel, instead leaving a air gap of ¼” - ½”. 
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Preparation. Choose a suitable panel [the density of which determines the resonant frequency, and the size of which determines the level of absorption]. Plywood is the material of choice, but most panel-based materials, such as MDF, or even plasterboard can be used. Note that the latter is often used in domestic wall construction, and such construction may offer ‘natural’ bass resonance control. Select a suitable absorbent – if one is being used. The absorbent should be a relatively high density panel-type absorbent (perhaps foil or paper backed), as it is far easier to work, and will keep it’s shape and position. 

1. The framework for the panel can be as simple as four butt-jointed 4x2 pieces of planed timber. Used edge-on this will give a natural 4” cavity depth. The panel is then simply glued/tacked on top of the frame. (NB: the illustration shows the frame open-sided for detail purposes only). Beyond this the method of construction is left to the end-user – note the importance that the cavity be pretty well sealed, meaning that more substantial joinery will result in a more efficient absorber. Mitred joints and a rebated panel addressing such concerns. As does the simple addition of some form of draught exclusion tape where the panel meets the frame, and where the frame meets the wall.

2. The absorbent panel should now be fixed to the wall (no-nails type adhesive works well here). Please note that in order to function correctly the absorbent should not touch the resonant panel, but should be such that it leaves an air gap of ¼” - ½”.  

3. The enclosed framework can now be fitted in place over the absorbent panel. Care needs to be taken to ensure the required air gaps.

4. The resonant panel illustrated face-on. 

Bear in mind that such a panel will be highly reflective to specular frequencies, and therefore, should not be sited at mirror points (see specular treatment). An ideal location for such traps, like tube traps, is to build them into a corner. The principles of construction remain the same – and the varying depth of a corner allows the absorber to work over a wider bandwidth.

Helmholtz resonator.

Named for the man who first documented their scientific design and application, a Helmholtz resonator is a resonant system that combines the function of two interdependent air masses. The most oft used, yet appropriate analogy is that of blowing across the top of a bottle – doing so yields a monotonic sound at the resonant frequency of the bottle.

Taking the analogy a little further, the neck of the bottle represents the vent or port, and the body of the bottle the cavity or enclosure. Those familiar with ported loudspeaker/subwoofer enclosure design will understand the relationship of vent area to enclosure area in terms of tuning (FB). This is most often referred to as the tuning frequency, but could also be called the Helmholtz frequency. The formula for calculating the resonant frequency of a Helmholtz absorber is:
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Where f is the resonant frequency (Hz), c is the speed of sound (1130ft/s),  (=3.14, S is the area of the port (ft2), L is the length of the port (ft), and V is the enclosure cavity volume (ft3). Note the requirement that the units be constant (feet). These can, if required, be substituted for meters. Further, the formula sometimes includes a port length adjustment factor (which means that L becomes the length of the port plus 0.6 times the diameter of the port). This is worth considering for frequency specific designs.    

Excited by a frequency relative to it’s tuning, the air mass in the port tries to leave the port. It’s motion, in turn, lowers the pressure of the air mass in the enclosure – which consequently attempts to draw the port’s air mass back into the cavity. These motions are, naturally, lossy – the activating frequency (which, in reality, is a room mode), in perpetuating these motions, itself becomes lossy – hence the absorbent action.

The one limitation of the Helmholtz resonant absorber is that it operates over a very narrow bandwidth, offering little or no absorbent action either side of it’s tuned frequency. When carefully designed this may be beneficial in treating individual response peaks, or modes – but the narrowness of operation leaves little room for design error. Thus, when frequency specific it is necessary to build in some design tolerance, quite probably in the form of port length adjustment. 

For a slightly wider bandwidth of operation there are a number of design additions that can be used. First, and most effective is the addition of some form of frictional loss to the port – nothing so restrictive as a port bung, as this would occlude the port’s operation, something more along the lines of a sheet of gauze across the inner port mouth. Another, slightly less effective treatment is the use of absorbent (Dacron) wadding in the [image: image8.wmf])
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enclosure. Unfortunately, there are no precise means of evaluating the success of such measures beyond that of trial and error.

· Preparation. Calculate the required enclosure and port dimensions. Choose a suitable enclosure – a cylinder is the best choice for reasons beyond it’s use as a resonator, and can be any material, but plastic (gas or water main pipe), or cardboard (carpet roll or concrete former) are commonly used. Choose a suitable port – PVC drain pipe being ideal.

1. Assuming the use of a cylinder, the only initial operation is that it be sized correctly. 

2. Two end seals should now be cut, one having a central hole equivalent to the diameter of the port being used. The material for the end caps can be pretty much anything as long as it makes a good seal, and is suitably rigid. 18mm MDF is a useful material, and can be held in place with something like epoxy resin. The bottom end can now be sealed. The top end, which has the hole for the port, is best fixed only temporarily, if possible. This will allow for fine tuning of the resonator. 

3. Once suitably fine tuned, the port should be fixed into the top cap. Again this can be accomplished with something like epoxy resin. It is far simpler to fix the port into the top cap prior to fixing the top cap in place – which is the final step, notwithstanding the aesthetic requirement to finish the enclosure.

If, through room mapping of resonant modes, one has identified the location of multiple modes, then this should be used as the site for the Helmholtz resonator. Otherwise, as with most acoustical bass treatments, the resonator(s) are best situated in the room corners. Again like most acoustical bass treatments, there is a strong possibility that the room will require more than one absorber – perhaps considerably more – in order to offer sufficient levels of absorption. 

Mid to high frequencies.
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This range covers those frequencies considered to be specular – in that the angle at which they impact a surface is the same as that at which they will reflect – like light. If such reflections reach the listener within a certain time frame, and with a certain intensity, then they will affect the ear’s response to the information arriving directly from the loudspeakers. 

[image: image10.png]


Unlike modal (bass) response, response at specular frequencies is less readily treatable through speaker/listening position set-up. Much may be done, but as boundaries are an inevitable part of any room (and more so in a smaller room), they can and will affect response through reflected information. Fortunately, specular treatment has less (size) impact than modal treatment, and quite simple (but highly effective) measures are readily accessible. 

An oft used phrase with regard to specular treatment is that of ‘mirror points’. Being as frequencies in this range behave as light does (notwithstanding loudspeaker dispersion, etc), so it follows that potential reflections can be visualised. And, a simple way of achieving such is with a mirror. 

There are three primary mirror points for each loudspeaker: the floor, the ceiling, and the side wall. While seated in the main listening position have a helper move a mirror along the left-hand side wall until the reflection of the left speaker’s tweeter is visible, mark the spot. Moving the mirror along the floor (between the left speaker and the listening position) until the tweeter is reflected once again, mark the spot. The ceiling is the same as for the floor, albeit with the need for suitable access. Repeat the procedure for the right speaker. You should now have six mirror points marked, and they are now ready for treatment. 

Domestic absorption.

This refers not to the absorption count as part of a room’s resonant response, but rather to the sensible application of domestic forms of absorbent. One simple example is the floor. Most floors are carpeted, and these require little or no extra treatment at the mirror points. It is, however, becoming increasingly common to use wooden flooring, which whilst decorative, is an inappropriate material for a listening room. At the very least the floor mirror points should be treated with a fairly heavy rug – one will usually span both mirror points. Additional rugs can be tried if the room response retains an overly reverberant response.

Curtains are another source of absorption. If there is a window instead of a side wall mirror point, consider using curtains made from a dense fabric. A deeply pleated curtain of dense fabric will have reasonably good wide-bandwidth absorption. Wall spaces at mirror points and behind the listening position can be successfully treated with a wall-hanging of some description, although the level of absorption, and the absorption bandwidth may not be sufficient in many cases. 

Absorbent panel.

The absorbent panel comes in many guises, and is remarkably simple to design and install. The deciding factor comes from the type of absorbent chosen, which should be something of low to medium density, preferably in panel form. High density panels are an attractive proposition as they hold their shape, and can be used without a supporting framework. Beware, though, that a high density product will be reflective to higher specular frequencies. One reliable product is rockwool – it is widely available, holds enough shape to be cut into a framework, yet is absorbent across the specular range.

Absorption is a function of the material type and depth. Depth, particularly, in relation to ¼ wavelength of the desired lower frequency of absorption. For a 500Hz wavelength this is:

1130 / 500 = (2.26 / 4) = 0.57ft = 6.8”

This is still a reasonable amount of absorbent, but will give maximum absorption (relative to the material). Using a thinner piece of absorbent will still give relatively wide bandwidth absorption, albeit (for lower frequencies) at a reduced level. While this may seem detrimental, it is in fact beneficial, in that it allows for a certain amount of fine tuning. Panel spacing is another option, inasmuch as spacing 2” of absorbent 4” away from the wall will give pretty much the same results as 6” of flush-fitted absorbent, but over a narrower bandwidth.

· Preparation. The basic panel design starts out with a frame, which is sized according to the absorbent being used. Most absorbent insulation comes in a pretty standard size, designed to mirror the gap between ceiling joists, which are 16” on centre. Rockwool panels tend to be around 18” wide, in order that they can be cut snugly into joist voids, and around 4’ in length. An 18” panel of 4’ length is a good size, and will provide more than adequate coverage at the mirror points. 

1. The most suitable absorbent for mid to high frequency absorption is low to medium density. This necessitates a framework – albeit one which is determined by the absorbent type. The simplest is a four sided rectangle whose depth is just sufficient to outline the absorbent. It may be necessary to fit a central spar to the frame to stop it racking – this also gives additional support to the absorbent. Again, according to the type of absorbent being used, the back of the frame can be left open, or enclosed with hardboard, plastic netting, etc.

2. Fit the absorbent into the frame. Depending on the depth used, and the depth of the frame, it may be advisable to cover the hard frame edges with additional absorbent, or something more workable, such as loudspeaker wadding. At this point (though not illustrated) the frame should be covered with an open-weave, acoustically transparent cloth. Covering of absorbent panels serves two important purposes – aesthetics being the more obvious, but the retention of absorbent fibres being the more important. 

3. [image: image11.png]


Placement is critical in terms of the mirror points, inasmuch as the panel should be centrally placed about each mirror point, 12” – 18” from the floor (unless the panel spans from floor to ceiling). Physical mounting requires only that the panel be secure, and that it does not introduce unwanted vibrations.

There are many situations that call for the use of an absorbent panel, but that lack a fixing point. One common situation is adjacent to a window. In this situation it is a relatively simple task to create a base which elevates the panel the required distance from the floor, and keeps it upright and stable.

Finally, it should be borne in mind that whilst absorption can be measured, and panels created with a measurable level of absorption relative to a certain bandwidth, that it remains vital to perform listening tests (a good test disc being useful here), and to be prepared to alter the position, and the level of absorption offered by absorbent panels in order to maximise the desired response. If through this process the desired response remains elusive, it is perhaps time to consider an alternative, diffusion.

Diffusion.

A soundwave that is incident on a surface will reflect at an angle corresponding to the angle of incidence. If an absorbent panel is placed at the position of incidence the angle of reflection remains the same, but the level of that reflection is reduced. If the same soundwave is incident on a diffuser, then (relative to it’s wavelength, and the design of the diffuser), the reflection will be scattered over 180( (in ideal circumstances).

Their benefit, then, is that they control direct reflections without reducing the overall level of sonic information as an absorbent does. In any musical venue there is reflected information that very definitely adds to the ambience, the space, and the ‘liveness’ of the performance. Therefore, in rooms that have sufficient absorbent, and as a means of introducing controlled reflections (and their benefits), diffusion is a viable treatment in a listening room. 

Indeed, there are examples of domestic diffusion that can and do have a positive influence on room acoustics. One such is the common shelf (or set thereof), preferably laden with randomly spaced books or compact discs. These are particularly useful on rear walls and in alcoves, behind the loudspeakers, to break up rearward reflections. They may also have an absorbent or diffuse effect on modal frequencies. Mirror point diffusion, where used, is best left to function specific panels. 

Diffuser panel.   

There are many forms of diffuser, most of which are patented mathematically sequenced designs. Without discouraging research into their design, they will be negated here in favour of a random surface technique. The simplest of which is created from a series of blocks (of the same width), but of varying height, fixed to a backing panel. 

There are three dimensions with regard to diffuser design that are important: the maximum well depth (which is basically the maximum block height), the well (block) width, and the overall width of the diffuser panel. Dealing with the latter first, the width of the panel is relative to the lower end frequency limit of operation (1130/f). Thus, a 1ft panel width will be good for about 1kHz (slightly lower in reality), and a good general size is 2ft, or 16” if space is tight.

Well depth is a function of the maximum block height, which itself is a function of the lowest frequency of diffuse operation. In simple terms this dimension is ¼ wavelength of the lower frequency of diffusion (1130 / (4f)) * 12 (inches). Thus, at 565Hz:

(1130 / (4*565) * 12 = 6”

Well width is relative to the upper limit of diffuse operation. Again in simple terms, this relation is a function of wavelength (1130/f) * 12 (inches). 2” square blocks, therefore, will allow diffuse operation up to around 6kHz. Above this frequency the blocks are large compared to the impacting wavelengths, and will act as reflecting surfaces (notwithstanding any absorbent effect). 

· Preparation is limited to just two aspects in the case of the diffuser – dimensions and material. Dimensions are those discussed above, with the caveat that it is best to select an overall width which is a function of the size of block being used. In other words, size the diffuser so that you can fit x number of blocks onto it. Material is a less easy matter to decide. The essential criteria are that it needs to be rigid, and essentially non-absorbent. Wood is an obvious example, until, that is, one realises that the finished weight will be considerable. Not that wood shouldn’t be used, just take care that the panels are handled with care, and very firmly fixed. 
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Other options are to mimic commercial products which use very high density foam/polystyrene. Though not readily available, specialist suppliers can be found on the internet. Whilst having some absorbency, and being slightly less effective than a completely solid product, high density foam is extremely light, easy to use, and relatively inexpensive. 

1. Assuming a 2ft square diffuser, using 2” square blocks. First make the base – MDF is a good stable material to use, although it is best to prime it first (with watered down PVA glue). Whilst not strictly necessary, it is advisable when using wooden blocks, to edge the base – it adds to the aesthetics, but more importantly, holds the blocks firmly in place. 

2. Assuming a maximum block length of 6”, cut the required blocks to random lengths up to 6”. It is necessary to utilise the maximum block length, and hence have an adjacent well with no block at all, which will reduce the number of blocks required [at this point mathematically sequenced block lengths can be used to substitute the random block lengths mentioned].

3. With all the blocks cut it is best to ‘dry fit’ them into the frame, at the same time randomising the pattern created. Where maximum well depths are used (i.e. no block in a well adjacent to a 6” block), it is worthwhile using a spare block while dry fitting, and when gluing the blocks into place. This will keep the other blocks in place until the glue has set (be careful not to get glue on the stand-in block, or else it will not be removable afterwards). With the final pattern decided glue the blocks into place. For wooden blocks, PVA wood glue has more than adequate strength. For foam, or other materials, follow manufacturers instructions. Be sure in all cases to allow plenty of time for the glue to cure

Diffusers of this kind have an architectural appearance that doesn’t look completely out of place in a domestic environment. Most, if not all, of the materials used in construction can be paint finished, which adds to the domestic acceptability. Domestic considerations, however, should not preclude the need for suitably robust fixing of the panels. This is especially true if the panels are made from solid wood, which will mean that they are of considerable weight, and if they are to be used to treat the ceiling mirror points. 

In conclusion.

This scratches the surface of the subject of listening room acoustics, and the wider subject of acoustics. Yet, hopefully, it will galvanise a few more hifi and music enthusiasts to try some of the treatments suggested, and/or to seek further information on the subject. If nothing more, follow the speaker set-up routine outlined in the Audio Physic link. Then, identify and treat the first reflection (mirror) points with simple absorptive panels. Beyond that, experiment. 

There is no doubt that in some rooms, proper system set-up and room treatment will prove hugely beneficial. In most otherwise sorted systems, the benefits will be quite subtle. But, in subtlety lies the resolution of fine detail, fine detail that defines the accuracy of imaging and soundstaging, the realism and presence of vocals. In fact, the sort of fine detail that will remain lost to the listener in a substandard room, regardless of hardware or software changes. 

Further reading/resources.

Fundamentals of acoustics – Lawrence Kinsler, Austin Frey

Master handbook of acoustics – F. Alton Everest

Application of diffusion in critical listening rooms:  http://www.rpginc.com/news/library/TechBullDiffCritList.pdf
Handbook for acoustic ecology:

http://www2.sfu.ca/sonic-studio/handbook/index.html
University of Salford:

http://www.acoustics.salford.ac.uk/acoustics_world/encyclopaedia.htm
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